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Abstract

Monte Carlo (MC) linear solvers can be thought of as stochastic realizations of deterministic
stationary iterative processes. Different MC solvers can be constructed from different iterative
processes. They vary in their effectiveness, depending on the linear system solved. We consider
a class of matrices arising from applications involving dynamic load balancing of parallel compu-
tations. MC linear solvers appear promising for such applications. We compare the effectiveness
three different MC linear solvers for these applications. The significance of this work lies in (i)
showing how MC linear solvers can be effective for these applications and, more importantly, (ii)
comparing the effectiveness of different types of MC linear solvers for this class of applications.

1 Introduction

Work assigned to different processors in a parallel computation can vary significantly over the course
of the computation in many important applications, such as in finite element codes with adaptive
meshes and in adaptive molecular dynamics simulations. n order to ensure high e ciency, the
loads need to e alanced dynamically that is, each processor needs to e assigned roughly e ual
work . n most popular dynamic techni ues, the process of load alancing can e divided into two
components i determining how much data should e moved from one processor to another, in
order to alance the load across the system, while minimi ing the amount of data sent, and ii
determining which data should should e sent, in order to keep the communication cost of the rest
of the computation small. his paper deals with the issue of determining the amount of load that
needs to e moved from one processor to another.

u, lake, and merson proposed an optimal scheme for solving this pro lem. t involves solving
a linear system using the on ugate radient method. We propose using a linear solver to
solve the same system. his has the potential to reduce the communication and computation costs
of load alancing, as discussed later.

linear solvers are ased on estimating a eumann series, using a  arkov chain.  he

series itself arises from the splitting used in a stationary iterative scheme. linear solvers can

e constructed for different types of splittings.  hey vary in their effectiveness, depending on

the system solved. We compare three types of linear solvers on the dynamic load alancing
application.

he outline of the rest of this paper is as follows. n , we provide ackground material

on dynamic load alancing. n , we summari e the linear solvers compared in this paper,

including a scheme called that we recently proposed, and a he yshev ased scheme



that we introduce in this paper. We then discuss the scheme for dynamic load alancing in
, and present empirical results comparing the different types of linear solvers in . We
finally summari e our conclusions in

od ncin
cient use of parallel computers re uires that i the computational effort e roughly
e ually shared across processes, and ii that the communication cost e minimi ed.
atisfying oth re uirements is an hard pro lem in any reasona le model of paralleli ation.

ut a variety of heuristics have een proposed, and software developed, for accomplishing the a ove
two goals. hese techni ues are typically effective when the load and communication patterns do
not change during the course of the computation.

n many computations of increasing importance, such as finite element codes with adaptive
meshes and adaptive molecular dynamics simulations, the load changes with time. hen dynamic
load alancing techni ues, which are applied during the course of the computation, are re uired.

ynamic techni ues need to e fast, since changes in load may occur often. hey also need to
ensure that the amount of data transferred due to the load alancing step is small. We ne t discuss
the typical computational structure of these applications, and then summari e an optimal load
alancing techni ue.

cientific applications often have the following computational structure they start with some
specified initial state, and iteratively update the state of the system. We can think of each iteration
as an increment in time. aralleli ation is typically carried out y domain decomposition, where
we partition the state space, and assign different portions of the state space to different processes.

rocesses typically need some data owned y other processes, in order to update their state.

ince this data changes with time, they need to communicate with certain neigh oring processes
each iteration, to o tain the missing data. ote that we consider two processes to e neigh ors
in a logical sense that is, they own portions of the state space that depend on each other.
We do not imply that neigh oring processes run on processors that are directly linked in the
communication network. he processes may also perform some glo al communication, depending
on the application. We illustrate the computational structure on each process in algorithm

pdate local state
change data with neigh ors

alance load

f the loads on the processes do not change much, then the load alancing step is not re uired.
owever, significant changes in loads occur in many adaptive applications, such as those mentioned
in . ore ample, adaptive finite element codes dynamically create finer meshes in regions where
higher is resolution re uired, and this leads to increased loads on processes that own portions of such
regions. n these situations, it is necessary to alance the load, since the process with the largest



load will otherwise ecome a ottleneck to e cient paralleli ation. urthermore, the time spent in
dynamic load alancing should e much smaller than the time spent in the actual computation.

efore discussing a popular load alancing scheme, we first mention some termi

nology. he process is given y , where each verte in  corresponds to a process,
and an edge indicates that processes corresponding to vertices and communicate
with each other. he process graph does not consider the physical topology of the network. he
on process  corresponding to verte is given y . he of verte  is denoted y
, and the degree of the graph is defined y ma, . ssociated with any graph is a matri
called its , which contains the connectivity information of the graph. We let  denote the
aplacian of . ts entries are given y if , , and otherwise. tis a
positive semidefinite matri . or a connected graph our discussion deals only with such graphs ,
its rank is , and the eigenvalue is associated with the eigenvector . or
any vector in the su space orthogonal to the eigenvector , there are infinitely many solutions
to the system . urthermore, each solution is of the form , where is a uni ue vector
in ,and can e anyreal num er. n the dynamic load alancing application, we will solve such
a system with , and any of the infinite solutions will e accepta le.

s mentioned earlier, the process of load alancing is divided into
two phases i determining how much data should e moved from one process to another and ii
determining which data should should e sent. ur focus is on the first phase, that is, determining
the amount of data to e moved. nce this is determined, algorithms, such as that y Walshaw
and ross can e used to determine the actual data that need to e moved. We ne t discuss a
popular techni ue to address the pro lem of the first phase, which is optimal in some sense.

u, lake, and merson proposed an algorithm
ased on the following idea, shown in algorithm . . hey used the on ugate radient method
to solve the linear system involving the aplacian mentioned a ove,
of the on ugate radient method, which makes the commu
nication cost high. t can e shown  that Igorithm . alances the load, and it is also optimal
in the sense that it minimi es the uclidean norm of the data movement re uired to alance the
load .

alculate the mean load

ompute the vector w with w

olve the system w

ach process i sends ma load to each neigh or




ont ro in r o r

n this section, we rie y summari e the idea ehind linear solvers, which we will use to solve

the system in lgorithm . , instead of using the on ugate radient algorithm. s we show in
, they potentially reduce the num er of glo al communication operations compared with the

deterministic techni ue, and also offer the potential of hiding much of the computation cost.

n order to solve , and , the starting point of techni ues is to split
as

and write the following fi ed point iteration, as in deterministic stationary iterative schemes.

where and . hen we get

>

he initial vector is often taken to e for convenience, yielding

>

converges to the solution as if

techni ues construct a  arkov chain to estimate the sum in  , with the initial pro a ilities
determined y . and transition pro a ilities y . ach step of a walk estimates one of the
terms. n this paper, we take walks of  steps, causing a truncation error . We wish to note that
there are many different estimators availa le , , , with the one we use eing similar to
that introduced y Wasow

onventional techni ues e plicitly use the  matri , in contrast to most deterministic
schemes. herefore, is taken to e a diagonal matri , yielding e ciently. his par
ticular choice is e uivalent to the aco i method. We recently introduced a non diagonal splitting,
called the scheme ., , and developed an e cient implementation for the splitting with

chosen as the diagonal and first su diagonal of , as shown elow




We assume , as with the aco i method. therwise does not e ist. his
re uirement is satisfied y the aplacian of a connected graph with at least two vertices.

eterministic he yshev iterations, in essence, improve upon aco i iterations. imilarly, an
implementation of he yshev iterations can e easily o tained, as shown elow. et denote
the result of the aco i method with iterations. he yshev iterations yield a result that is
the linear com ination of s of the form

2.

where is the largest num er of iterations that we wish to perform, and is the corresponding
he yshev result. iven ounds on the eigenvalues of the matri for the aco i method,
can e chosen to yield a low error in the result. eterministic he yshev iterations are used to

improve on the result of the aco i method and, in practice, use a three term recurrence among
the s to avoid storing each . here is no direct reali ation of the deterministic scheme
that is apparent. owever, if we fi the num er of iterations at a given num er, , then we can
rewrite  n. as follows.

2.

where
and . he s can e precomputed. s mentioned earlier, the th step of a
walk in the aco i ased techni ue estimates . nstead, we multiply the aco i estimate
instep y , to yield an version of he yshev iterations.

he time taken for the linear solver is for walks, independent of the si e of
the matri . owever, we incur an additional pre processing overhead that is proportional to the
num er of non ero entries in , in order to set up some data structures that ena le constant time
sampling using the alias method . he variance of the estimate for each component of the

solution decreases proportional to

od ncin t rou n C

We first estimate in , where is the identity matri , using an linear solver. ach
process estimates column of | corresponding to the right hand side eing column of the
identity matri . his can e done with little computational overhead y performing the random
walks when waiting for communication in step of algorithm . to complete. his communication
is an inherent part of the paralleli ation . he processes perform an glo al communication




operation on their column of , after which each process has row of the matri . hey

then perform an operation on their loads to eventually determine the load im alance
vector .  he inner product of and  yields the th component of the desired solution
on processor . he remaining steps are as with the deterministic algorithm, and are shown in
algorithm . . f the estimate is very accurate, then the load is alanced with ust two glo al
communication operations, and little computational overhead.  owever, if the estimate is not
accurate, then steps through of algorithm . need to e repeated.

lltoall

Il ather

alculate -3

alculate

alculate >

change with neigh ors

ach process i sends load ma to each neigh or
We now mention certain details regarding the use of linear solvers in the load alancing
application.

et  denote the diagonal matri with . We

are essentially solving al eit indirectly, in the load alancing algorithm . We will

instead solve

where is the scaled aplacian of the graph, , and . fter
determining , we can compute as . has an eigenvalue , ut all other eigenvalues are
in the interval for a connected graph, where is the diameter of the graph

We will modify the aco i and he yshev iterations so that they are ased on the following

recurrence [ ]

his corresponds to setting in n. . he matri has one eigenvalue
e ual to , corresponding to the eigenvalue of , and so the aco i iteration is not guaranteed
to converge for an ar itrary starting vector. owever, it will converge when the starting vector
, as it is in the process, for the following reasons. can easily e

verified to e an eigenvector corresponding to the eigenvalue , and it is uni ue for this eigenvalue,
within a constant factor, for a connected graph. serving that is orthogonal to , we can show




that isin thesu space orthogonalto . onse uently, the vectors are alwaysin . ow,
has a asis of eigenvectors with eigenvalues in the interval ,
from the ounds given a ove for the non ero eigenvalues of . ince the a solute values of the
eigenvalues in  are always less than , the aco i iteration converges. he yshev, eing a linear
com ination of the aco i iterates, also converges.

We first scale the system y pre multiplying vy . We show in appendi that
for a connected graph with at least three vertices, there e ists an ordering of vertices which is also
easy to find such that the iteration matri is aperiodic, irreduci le, and row wise stochastic.

onse uently, it has a single dominant eigenvalue , with a uni ue normali ed eigenvector , and
all other eigenvalues which may e comple have a solute values strictly less than one
f we e press the initial vector as a linear com ination of the eigenvectors, then the component

corresponding to does not converge.  owever, the components corresponding to the other
eigenvectors converge. s mentioned in . , adding a multiple of  does not change the solution,
since the load sent is the difference in the components of .  practical numerical consideration is

roundoff errors from computing the difference of large num ers, if the component corresponding to
is very large. his is not a di culty in practice, ecause the walk length is of the order of

ri nt r ut

We want to compare the relative effectiveness of the three schemes in our load alancing
application. he results will demonstrate that the underlying iterative process plays an important
role in the effectiveness of linear solvers, even when similar estimators are used.

We compared the three solvers under conditions which were similar to what we e pect in ap
plications with sudden changes in load. We chose process interaction graphs with vertices
processes . nitially, a fi ed num er of random walks, each with a fi ed num er of steps, are
performed to collect information a out the system solved. hen the load is taken as on all
processes e cept one, where the load is assigned the value . he linear solve and load alanc
ing step is then repeatedly applied. We plot the load im alance defined as

after each iteration of the load alancing step, and compare the dif
ferent techni ues. he e periments are carried out se uentially, since our goal in this paper is
to compare the effectiveness of the different underlying iterative processes, rather than to develop
parallel software.

ig. shows the change in load im alance with num er of iterations of the load alancing step.
he num er of random walks is around per process corresponding to total , and the
walk length is  steps. We see that the he yshev method with the e act eigenvalues performs
est, and the aco i method the worst. he method is su stantially etter than the aco i
method. or a small num er of iterations, it is etter than the he yshev method if eigenvalue
ounds derived in are used with he yshev, instead of e act eigenvalue information. his
suggests that for small walk lengths, if good estimates of the e treme eigenvalues are known, then



the he yshev method is to e preferred.
the largest and the smallest eigenvalues.

estimated fast, then the

or e ample,

method is prefera le.

techni ues may e used to estimate

n the other hand, if the e treme eigenvalues cannot e
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igure lot of load im alance against num er of iterations of the load alancing step for a
torus. he underlying iterative schemes are a aco i, , ¢ he yshev with

eigenvalue ounds, and d he yshev with e act eigenvalues. n the average, each process starts

around walks, with walk length

ig. repeats the a ove e periment, ut with walk length of ere, the scheme is much
etter than the others, and the he yshev solution does not converge. he he yshev solution
with eigenvalue ounds performs so poorly, that it is not shown in the plot.

We con ecture that the reason for the version of he yshev not converging, even though the
deterministic one converges, is as follows. he he yshev coe cients are very large and alternate
in sign. n the e act deterministic computation, these large num ers cancel each other, resulting
in a small num er. owever, larger variance in the estimates may lead to large errors, since
we multiply y large coe cients. n fact, e periments with a smaller torus, which has much
smaller coe cients, showed that the solution converged, giving support to the a ove argument.

n ig. , we present a plot similar to ig. , ut with around walks per process. he variance
should e lower here, and the he yshev results etter, if our con ecture were right. his is indeed
the case, as seen from the plots. he he yshev results with eigenvalue ounds are still poor,
though much etter than in the previous case.

t is also interesting to o serve the effect of the num er of walks on the relative performance
of and aco i ased methods. his is shown in ig. he aco i method is etter than
when the num er of walks is very small. he reason for this is that the variance of the
method appears to e larger than that for the aco i method in this case. o the errors are larger.
When the num er of walks is larger, the error from the underlying iterative process dominates, and

the method performs etter, as seen from ig.

periments with different graphs showed that the o servations a ove apply to other graphs
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igure lot of load im alance against num er of iterations of the load alancing step for a
torus. he underlying iterative schemes are a aco i, , ¢ he yshev with

e act eigenvalues. n the average, each process starts around  walks, with walk length

too. or e ample, ig. and ig. show results with walk length  for a process ring and a
process linear array respectively. s in the previous cases with walk length  and num er of
walks around per process, performs etter than aco i, while he yshev does not converge.

esults with smaller walks lengths and num er of walks too follow the same trend as with the torus.

dditionally, we can o serve that the convergence rate is low for the ring and the linear array. his
has een o served in deterministic schemes too, and follows from the fact that large eigenvalues of
the iteration matrices for these two graphs are close to in a solute value.

n summary, the a ove results indicate that the scheme is much etter than the aco i
method, provided the num er of walks is not too small. he he yshev method re uires care in
its use, and is effective when the walk length is relatively small or when the num er of walks are
very large. urthermore, an accurate estimate of the e treme eigenvalues is useful there.

onc u ion
We have compared schemes ased on two new iterative processes new for linear solver
implementations , with the conventional aco i ased implementation. 1l the three schemes
use essentially the same estimator.  owever, there are su stantial differences in their per

formance in practical applications involving solving linear systems for dynamically load alancing
parallel computations.
he scheme consistently outperforms the aco i ased scheme if the num er of walks is
not, too small, while the he yshev ased scheme outperforms aco i when its coe cients do not
ecome very large.
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ndi I1It r tion tri ro rti

We will scale y , so that the e uation to e solved ecomes , Where and
ote that the diagonal entries of are all . We split as where  is the
diagonal which is all ones and su diagonal of as mentioned earlier. his leads to the stationary
iteration , with and . We first show that the
matri is row wise stochastic.
f at least one of the su diagonal entries of  is non ero, then the iteration
matri is row wise stochastic for a connected graph with at least two vertices.
1l entries in are clearly non negative, from the definition of the aplacian even
after the scaling . he entries of are given y

if
— if i

_ ——  otherwise

ach is negative, if it is non ero, and each is positive and e ual to after the scaling.

onse uently, from n. , we see that all entries of are non negative. herefore all entries
of too are non negative.

We can now show  is row wise stochastic y also showing that its row sums are . hat

is, we wish to show that . his is e uivalent to showing that . ote that

> and where we define for notational convenience .

ince > , and so C
onsider a connected graph with at least three vertices. et us call a verte with only one edge
as a . connected graph with at least three vertices has at least one non leaf verte . et us
num er the vertices so that all non leaf vertices are num ered efore any leaf. urthermore, let
us num er at least one pair of neigh oring vertices consecutively that is, as and . his
can easily e accomplished. nder this ordering, we ne t show that the iteration matri is
irreduci le.
nder the num ering of vertices given a ove, the iteration matri
is irreduci le for a connected graph with at least three vertices.
nder the given num ering, at least one pair of neigh ors are num ered consecutively,
and so at least one su diagonal entry of is non ero. rom lemma , is row wise stochastic.
onse uently, we can view  as the transition pro a ility matri of a arkov hain , with
denoting the transition pro a ility of a move from state to state

ince the diagonal entries of are non ero, a transition from state to state is always
permitted if is non ero. ote that is non ero when  is non ero, e cept for
or . f too were non ero when was non ero, then  would clearly e an irreduci le

matri , since the graph is connected, and so a random walk could eventually transition from any
state to any state  possi ly taking several steps . hough are ero, we show that a




transition from state to state can still e accomplished in at most steps when
is non ero. his will show that is irreduci le.

et us consider the situation when is non ero for some . et e a

se uence of consecutive states such that edges are in  for each ,
and is not in . n the situation considered, e ists, is at least , and at most
ote that transitions from state to state are preserved in , since the transition from

a lower num ered state to a higher num ered state is not removed from the original graph. We
will consider the two possi le cases for

ince , and conse uently ,isnon ero, isnon ero from n.

o arenon ero for all that are neigh ors of o tained directly from the matri multipli
cation of and , and from the fact is not a neigh or of , since . rom the
num ering given a ove, is a verte with at least two neigh ors, and so at least one of those,
say , is different from . ince , still retains its transition to . onse uently, in two
steps, one can transition from to

ere, we note that are non ero, and so arenon erofrom n. . n
particular, isnon ero. ince is also non ero, isnon ero. o atransition
from to is availa lein . rom , state can e reached in at most
steps. o we can reach state from state in at most steps.

hus we have shown that is irreduci le.
nder the num ering of vertices given a ove, the iteration matri

is aperiodic for a connected graph with at least three vertices.

rom lemma and lemma , we know that is an irreduci le stochastic matri . f we
show that at least one state in  has a transition to itself, then this is su cient to esta lish that

is also aperiodic
rom our construction, there is at least one pair of neigh ors, say and , that are num ered
consecutively. t can e seen from the analysis of case of lemma that in , has a transition to
all neigh ors of , e cept possi ly . onsecutively, it has a transition to itself.
nder the num ering of vertices given a ove, the iteration matri

is an irreduci le, aperiodic, stochastic matri for a connected graph with at least three vertices.

his follows from lemmas , , and
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